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trustable, scalable, predictable



What are the fundamental limits of learning 
systems that interact with the physical 

environment?

theoretical 
foundations

•statistical learning theory

•robust control theory

•core optimization

How well must we understand a system 
in order to control it?



Optimal control
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Ct is the cost.  If you maximize, it’s called a reward.

xt is the state, ut is the input, et is a noise process
ft is the state-transition function

is an observed trajectory⌧t = (u1, . . . , ut�1, x0, . . . , xt)
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minimize Ee

hPT
t=1 Ct(xt, ut)

i

s.t. xt+1 = ft(xt, ut, et)
ut = ⇡t(⌧t)

<latexit sha1_base64="Vs+14vGXEYCWQa4/aBIirWhHyZg="></latexit><latexit sha1_base64="Vs+14vGXEYCWQa4/aBIirWhHyZg="></latexit><latexit sha1_base64="Vs+14vGXEYCWQa4/aBIirWhHyZg="></latexit><latexit sha1_base64="Vs+14vGXEYCWQa4/aBIirWhHyZg="></latexit>

is the policy. This is the optimization decision variable.⇡t(⌧t)
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Learning to control
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Ct is the cost.  If you maximize, it’s called a reward.

ft is the state-transition function
is an observed trajectory⌧t = (u1, . . . , ut�1, x0, . . . , xt)
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minimize Ee

hPT
t=1 Ct(xt, ut)

i

s.t. xt+1 = ft(xt, ut, et)
ut = ⇡t(⌧t)
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is the policy. This is the optimization decision variable.⇡t(⌧t)
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Perennial challenge: how to perform optimal 
control when the system is unknown?

unknown!

xt is the state, ut is the input, et is a noise process



RL Triopoly G
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approximate dynamic 
programming

model-based

• Model-based: fit model from data
• Model-free

- Approximate dynamic programming: estimate cost from data
- Direct policy search: search for actions from data

direct policy search

minimize Ee

hPT
t=1 Ct(xt, ut)

i

s.t. xt+1 = ft(xt, ut, et)
ut = ⇡t(⌧t)

<latexit sha1_base64="Vs+14vGXEYCWQa4/aBIirWhHyZg="></latexit><latexit sha1_base64="Vs+14vGXEYCWQa4/aBIirWhHyZg="></latexit><latexit sha1_base64="Vs+14vGXEYCWQa4/aBIirWhHyZg="></latexit><latexit sha1_base64="Vs+14vGXEYCWQa4/aBIirWhHyZg="></latexit>

How to solve optimal control when the 
model f is unknown?



Model-based RL
minimize Ee

hPT
t=1 Ct(xt, ut)

i

s.t. xt+1 = f(xt, ut, et)
ut = ⇡t(⌧t)
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Collect some simulation data. Should have xt+1 ⇡ '(xt, ut) + ⌫t
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minimize E!

hPT
t=1 Ct(xt, ut)

i

s.t. xt+1 = '(xt, ut) + !t

ut = ⇡(⌧t)
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Solve approximate problem:

Fit dynamics with supervised learning: '̂ = argmin
'

T�1X

t=0
||xt+1 � '(xt, ut)||2
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“Simplest” Example: LQR
minimize E

h
1
T

PT
t=1 x

⇤
t Qxt + u⇤t Rut

i

s.t. xt+1 = Axt + But + et
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• Optimization simplicity
• Elegant Dynamic Programming solutions
• Exact solution for baseline
• Natural robustness
• Broadly applicable as is
• Core of many MPC and nonlinear control methods
• Useful model for sensorimotor modeling



“Simplest” Example: LQR

What is the optimal estimation/design scheme?

How many samples are needed for near optimal control?

minimize E
h

1
T

PT
t=1 x

⇤
t Qxt + u⇤t Rut

i

s.t. xt+1 = Axt + But + et
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Oracle: You can generate N trajectories of length T. 

Challenge: Build a controller with smallest error with 
fixed sampling budget (N x T). 



Model-based LQRminimize E
h

1
T

PT
t=1 x

⇤
t Qxt + u⇤t Rut

i

s.t. xt+1 = Axt + But + et
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Fit dynamics with 
supervised learning:

minimize(A,B)
PT

i=1 kxi+1 � Axi � Buik2

Solve approximate 
problem:

minimize E
h

1
T

PT
t=1 x

⇤
t Qxt + u⇤t Rut

i

s.t. xt+1 = Âxt + B̂ut + !t
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Collect some simulation data. Will have xt+1 = Axt + But + et
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High dimensional 
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Design robust 
control for 

feedback loop
Robust certainty equivalence.



“Simple” Example: LQR

How many samples are needed to Estimate (A,B)? (A stable)

[Dean, Mania, Matni, R.,Tu, 2017]

Gaussian noise

Run an experiment for T steps with random input.  Then 
minimize(A,B)

PT
i=1 kxi+1 � Axi � Buik2

[Mania, Jordan, R., Simchowitz, Tu, 2018]

controllability Gramian
where �c = A�cA� + BB�If T � Õ

✓
�2(d+ p)
�min(⇤c)✏2

◆
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�A � Â� � � �B � B̂� � �andthen w.h.p.

minimize limT!1 E
h

1
T

PT
t=1 x

⇤
t Qxt + u⇤t Rut

i

s.t. xt+1 = Axt + But + et
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Similar result for non-stable A.

x 2 Rd
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u 2 Rp
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“Simple” Example: LQR

[Dean, Mania, Matni, R., Tu 2017]

“Obvious strategy”: Estimate         , build control ut = K̂xt(Â, B̂)

�c = A�cA� + BB�

controllability Gramian closed loop gain
�cl := k(zI� A� BK?)�1kH1

minimize
u

sup
k�Ak2✏A, k�Bk2✏B

lim
T!1

1
T

PT
t=1 x

⇤
t Qxt + u⇤t Rut

s.t. xt+1 = (Â+�A)xt + (B̂+�B)ut

This also tells you when your cost is finite!

Solving an SDP relaxation of this robust control problem yields
J(K̂)� J?

J?
 C �cl

⇣
�min(⇤c)

�1/2 + kK?k2
⌘r

�2(d+ p)
T
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w.h.p.



minimize
u

lim
T!1

E
h

1
T

PT
t=1 x

⇤
t Qxt + u⇤t Rut

i

s.t. xt+1 = Axt + But + et

ut =
tX

k=1
�u[k]et�k
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Key to formulation: 
Write u as LTI function of 
disturbance. (Disturbance feedback)

xt

u
x

e



minimize
u

lim
T!1

E
h

1
T

PT
t=1 x

⇤
t Qxt + u⇤t Rut

i

s.t. xt+1 = Axt + But + et xt

u
x

e


xt
ut

�
=

tX

k=1


�x[k]
�u[k]

�
et�k

Key to formulation: 
Write u as LTI function of 
disturbance. (Disturbance feedback)
Then x is a linear function of the 
disturbance as well.

In closed loop, can’t decouple these boxes: consider the 
mapping from disturbance to both signals.

K = �u�
�1
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K

ux

x

e

u�u
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E [x⇤t Qxt] = �2
tX

k=1
Tr(�x[k]⇤Q�x[k]) E [u⇤t Rut] = �2

tX

k=1
Tr(�u[k]⇤R�u[k])


xt
ut

�
=

tX

k=1


�x[k]
�u[k]

�
et�k

Key to formulation: 
Write u as LTI function of 
disturbance. (Disturbance feedback)
Then x is a linear function of the 
disturbance as well.

⇥
zI� A �B

⇤ �x

�u

�
= I
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z�xe = A�xe+ B�ue+ e
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Dynamic equality constraint implies:

minimize
u

lim
T!1

E
h

1
T

PT
t=1 x

⇤
t Qxt + u⇤t Rut

i

s.t. xt+1 = Axt + But + et xt

u
x

e




xt
ut

�
=

tX

k=1


�x[k]
�u[k]

�
et�k

Key to formulation: 
Write u as LTI function of 
disturbance. (Disturbance feedback)
Then x is a linear function of the 
disturbance as well.

System Level Synthesis
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(A, B) = (Â+�A, B̂+�B)
<latexit sha1_base64="uHOS9p39W6MXshmuUKsefijsO10="></latexit><latexit sha1_base64="uHOS9p39W6MXshmuUKsefijsO10="></latexit><latexit sha1_base64="uHOS9p39W6MXshmuUKsefijsO10="></latexit><latexit sha1_base64="uHOS9p39W6MXshmuUKsefijsO10="></latexit>

⇥
zI� A �B

⇤ �x

�u

�
(I+�)�1 = I

<latexit sha1_base64="BUhph6Mp7iP+hk7ktDoilMjgUgU="></latexit><latexit sha1_base64="BUhph6Mp7iP+hk7ktDoilMjgUgU="></latexit><latexit sha1_base64="BUhph6Mp7iP+hk7ktDoilMjgUgU="></latexit><latexit sha1_base64="BUhph6Mp7iP+hk7ktDoilMjgUgU="></latexit>

And hence


�̃x

�̃u

�
=


�x

�u

�
(I +�)�1

<latexit sha1_base64="KcVbh//QA3ytlxvQbQ50Mu7zgI4="></latexit><latexit sha1_base64="KcVbh//QA3ytlxvQbQ50Mu7zgI4="></latexit><latexit sha1_base64="KcVbh//QA3ytlxvQbQ50Mu7zgI4="></latexit><latexit sha1_base64="KcVbh//QA3ytlxvQbQ50Mu7zgI4="></latexit>

Satisfying nominal constraints results in true system responses: 
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Key to formulation: 
Write (x,u) as linear 
function of disturbance

Push robustness into cost.
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SLS Formulation of Robust LQR

• Approximately solvable by SDP for fixed ! 
• Binary search over ! to find optimal solution
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Key to formulation: 
Write (x,u) as linear 
function of disturbance



SLS Formulation of Robust LQR

• Solvable by SDP for fixed ! 
• Binary search over ! to find optimal solution
• Optimal controller is K=-ZX-1

minimizeX,Z,W,�
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Why robust?

Slightly unstable system, system ID tends to think 
some nodes are stable
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Certainty equivalence may yield unstable controller

Robust synthesis yields stable controller



Model-free 
performs worse 

than model-based



Adaptive LQR

What is the optimal exploration/exploitation scheme?

Oracle: You can generate one trajectory of length T. 

Challenge: Build a controller online with smallest 
error at every time step.
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time0 T1 T2

Epoch 1 Epoch 2

[Dean, Mania, Matni, Recht, Tu, NIPS 2018]

SLS for Adaptive LQR
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At every Ti, do:

probing noise (shrinks with T)



Sharp bounds  from time-series data:

Explore vs. exploit:

[Simchowitz, Mania, Tu, Jordan, Recht, COLT 2018]
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Robust
Dynamics

Robustness to constraints
[Dean, Tu, Matni, Recht 2018]

Safe exploration

minimize 1
1��

�����

"
Q

1
2 0

0 R
1
2

# 
�x

�u

������
H2

s.t.
⇥
zI� Â �B̂
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Safe exploration
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Enables exploration 
with safety:

u = Kx+ ⌘
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Next Steps
• Nonlinear models and constraints via learned ILQR.
• Learning about uncertain environments.
• Model mismatch: what happens when the model is 

wrong? Improper learning.
• Implementing in test-beds.

So far…
• Model based methods seem to perform better than 

model free ones in theory and practice.
• The field needs more baselines!  
• Simple algorithms seem to be surprisingly competitive.
• Analysis of time series is harder than it appears.
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